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P A R T  1

Why & what is
explainability?



M O T I V A T I O N

Why open the black box?

Safety & alignment
Detect deception, backdoors and unsafe reasoning before 

deployment — behaviour testing cannot cover the input space.

Debugging & trust
Understand failures, spurious correlations and bias; earn justified 

trust in medicine, law and other high-stakes domains.

Science of deep learning
Turn 'it works' into 'here is why': discover the algorithms models 

learn and the structure of their representations.

Regulation & accountability
GDPR 'right to explanation' and the EU AI Act push for transparency 

in consequential decisions.
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T H E  P R O B L E M

We can read every weight but understand little

A neural network is fully observable: we have every parameter and 

activation. 

• Yet a billion floating-point numbers are not an explanation.

Abstraction gap not observability gap

• Need to map bag of numbers to human-level concepts

Interpretability research is the search for that missing vocabulary.

input →

[0.13, -2.7, 0.02,

1.9, ..., 0.4]

→ output

Observable, but not intelligible
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W H A T  C O U N T S  A S  A N  E X P L A N A T I O N ?

Faithful vs. plausible

Faithfulness

Does the explanation reflect the true reasons for the output? 

A faithful explanation would change if the mechanism 
changed.

Plausibility

Does it merely look convincing to a human? A plausible 

story can be completely wrong and dangerously 
reassuring.

Much of classical XAI optimises, implicitly, for plausibility. Mechanistic interpretability insists on faithfulness, validated by 

causal intervention.
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S A M E  T R A P

Why the reasoning trace is not enough

• A chain of thought is tempting to read as the explanation

• Reasoning traces sometimes can be faithful explanations, but sometimes they are merely plausible justifications

Post-hoc rationalization

Models are swayed by cues they never 

mention. The CoT justifies an answer the 
bias already fixed (Turpin et al., 2023.)

Measurably unfaithful

Perturbing or truncating the CoT often 

doesn't change the answer (Lanham et al., 
2023.)

Reasoning models too

RL-trained reasoners frequently don't 

verbalize the hints they use (Chen et al, 
2025.)
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Same for human self-reporting:
• Nisbett et al, 1977: People confidently invent causes for their behavior.
• Gazzaninga & LeDoux, 1978: The left hemisphere fabricates stories for actions it didn't trigger.
• Johansson et al, 2005: Subjects defend choices they didn't actually make.

https://arxiv.org/abs/2305.04388
https://arxiv.org/abs/2307.13702
https://arxiv.org/abs/2307.13702
https://arxiv.org/abs/2505.05410
https://arxiv.org/abs/2505.05410
https://arxiv.org/abs/2505.05410
https://home.csulb.edu/~cwallis/382/readings/482/nisbett%20saying%20more.pdf
https://home.csulb.edu/~cwallis/382/readings/482/nisbett%20saying%20more.pdf
https://link.springer.com/book/10.1007/978-1-4899-2206-9
https://link.springer.com/book/10.1007/978-1-4899-2206-9
https://pubmed.ncbi.nlm.nih.gov/16210542/
https://pubmed.ncbi.nlm.nih.gov/16210542/


T E R M I N O L O G Y

Interpretability vs. explainability

Interpretability Explainability (XAI)

Question How does the model compute this? What justified this one output?

Object Internal mechanism & representations Input–output behaviour

Typical output Circuits, features, algorithms Attributions, saliency, examples

Validation Causal intervention Often visual / qualitative

Scope Global (the model) Usually local (individual predictions)

Workable convention: explainability = post-hoc, behavioural, local; interpretability = understanding internal structure, global and mechanistic.
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A  M A P

Two axes of the field

Intrinsic vs. post-hoc
Intrinsic: models transparent by design (linear models, small 

trees, GAMs). Post-hoc: explain a fixed, trained black box after 

the fact.

Local vs. global
Local: explain a single prediction. Global: characterise the 

whole model's behaviour or mechanism.

Rudin (2019) argued that for high-stakes decisions we should prefer intrinsically interpretable models over explaining black boxes. 

For frontier LLMs that is not an option -> hence post-hoc, and increasingly mechanistic, interpretability.
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https://arxiv.org/abs/1811.10154


P A R T  2

Classical XAI

Feature-based, gradient-based, attribution-based and attention-based methods



T I M E L I N E

A decade of interpretability

2013–16 Gradient era. Saliency maps, deconvnet, Grad-CAM, LIME: where does the model look?

2016–17 Attribution era. SHAP, Integrated Gradients, DeepLIFT, LRP: axioms for crediting inputs.

2017–19 Concepts & attention. TCAV, probing classifiers, the 'is attention explanation?' debate.

2020–22 Mechanistic turn. Circuits (Olah et al.), transformer circuits, induction heads, superposition.

2023–25 Scaling interp. Sparse autoencoders, transcoders, attribution graphs on frontier models.
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C L A S S I C A L  ·  1  O F  4

Feature-based / perturbation
Treat the model as a function and probe it by perturbing inputs. Which features change the prediction most?

LIME

Fit a local sparse linear surrogate around 

one instance (Ribeiro et al., 2016.)

SHAP

Shapley-value credit from cooperative 

game theory; unique fair attribution 
(Lundberg & Lee, 2017.)

Permutation

Shuffle a feature across the dataset; 

measure the drop in performance. 
(sklearn docs.)
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LIME SHAP – Loan classifier

https://arxiv.org/abs/1602.04938
https://arxiv.org/abs/1705.07874
https://scikit-learn.org/stable/modules/permutation_importance.html


C L A S S I C A L  ·  2  O F  4

Gradient-based / saliency

Use backprop to the input: the gradient ∂output / ∂input tells us which pixels or tokens are locally most sensitive.

Gradient saliency maps

Raw input gradient magnitude (Simonyan et al., 2013.)

Grad-CAM

Gradient-weighted activation maps at a conv layer (Selvaraju et al., 

2017.)

SmoothGrad

Average gradients over noised inputs to de-speckle maps (Smilkov et al, 

2017.)

Guided backprop

Keep only positive signals: sharp but partly input-recovery 

(Springenberg et al, 2015.)

Warning: some saliency maps pass sanity checks poorly — they can look unchanged when weights are randomised (Adebayo et al., 2018).
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https://arxiv.org/abs/1312.6034
https://arxiv.org/pdf/1610.02391
https://arxiv.org/pdf/1610.02391
https://arxiv.org/pdf/1706.03825
https://arxiv.org/pdf/1706.03825
https://arxiv.org/pdf/1412.6806


C L A S S I C A L  ·  2  O F  4

Gradient saliency maps
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C L A S S I C A L  ·  2  O F  4

GradCAM – Guided Back-prop
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C L A S S I C A L  ·  3  O F  4

Attribution-based / axiomatic

Fix saliency's inconsistencies by demanding axiomatic properties for attributions.

Integrated Gradients

Integrate gradients along a path from a 

baseline to the input; completeness by 
construction (Sundararajan et al., 2017)

DeepLIFT

Credit relative to a reference activation; 

backprop of contribution scores 
(Shrikumar et al., 2017)

LRP

Layer-wise relevance propagation: 

redistribute output relevance back 
through the network (Binder et al., 2015).
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Class: Fireboat

AXIOMS: 

Implementation invariance: The 
attributions are always identical for 
two functionally equivalent networks

Sensitivity: If one feature flips the 
prediction, it must get non-zero 
attribution

https://arxiv.org/abs/1703.01365
https://arxiv.org/pdf/1704.02685
https://arxiv.org/pdf/1604.00825


C L A S S I C A L  ·  4  O F  4

Attention-based

Attention weights are tempting to interpret as 'what is salient for this prediction.' But is attention an explanation?

"Attention is not Explanation"

Jain & Wallace (2019): attention weights correlate weakly with 

feature importance, and alternative weightings give the same output.

"Attention is not not Explanation"

Wiegreffe & Pinter (2019): it depends what you claim; with the 

right tests attention carries real, if partial, signal.
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Interesting read: A very fruitful debate between the authors of these papers (read on Medium.) Conclusion: 

“Attention might be explanation. It might not be explanation. 
Whether or not it is depends heavily on the underlying model 

architecture; on the task; on the sense of explanation we’re after.”

https://arxiv.org/abs/1902.10186
https://arxiv.org/abs/1908.04626
https://medium.com/@yuvalpinter/attention-is-not-not-explanation-dbc25b534017


T H E  G A P

Why classical XAI was not enough

• Input-only. They answer 'which inputs mattered,' never 'what 

algorithm ran inside.'
• Correlational. Heatmaps rarely survive causal tests; plausible 

≠ faithful.

• Local. One prediction at a time; no reusable, global 

understanding.
• No generative theory. They describe, but don't predict or let 

us edit behaviour.

The next question is not where does the model look, but what is the model 

computing, and how?
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P A R T  3

Mechanistic
interpretability

Reverse-engineering the learned algorithm: features, circuits, and the superposition 

problem.



D E F I N I T I O N

What is mechanistic interpretability?

Reverse-engineering the internal computation of a neural network into human-

understandable algorithms.

unit

Feature

A direction in activation space that 

represents a concept or property.

wiring

Circuit

A subgraph of features and weights that 

implements a specific behaviour.

test

Intervention

Edit an activation and observe repeatable 

and predictable effects.
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T H E  O B J E C T  O F  S T U D Y

The residual stream picture

A mathematical framework for transformer circuits (Elhage et al., 2021): A decomposition of transformers into functional 

information flow components. 

Residual stream

A shared channel that each layer reads 

from and writes to additively.

Attention Graph Decomposition

QK decides where to move information; 

OV decides what to write. Heads compose 
across layers.

MLP

Per-position key–value memory; where 

many stored 'facts' and features live.

Because writes are additive and largely linear, we can trace, decompose and edit contributions.
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https://transformer-circuits.pub/2021/framework/index.html


T H E  F O U N D I N G  I D E A

Features, circuits, and motifs

The Circuits thread (Olah et al., 2020) proposed three claims that still frame the field:

1 Features: are the fundamental units. Examples: a curve detector, a car-wheel detector.

2 Circuits: connect features by weights. Example: wheels + windows + body → 'car.'

3 Universality: the same motifs recur across models and tasks.

A working hypothesis, not a theorem. 

Large impact: it turned interpretability into a search for reusable structure.
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https://distill.pub/2020/circuits/zoom-in/


W O R K E D  C I R C U I T S

Two circuits we understand

A circuit is a small group of attention heads wired to do one job. Two famous, fully mapped examples:

COPY & C ONTINUE

Induction heads

… the Eiffel Tower … the Eiffel ___  → “Tower”

The model spots that it has seen this word before, jumps back, and 

copies whatever came next. This is a core engine of in-context 

learning: picking up patterns from examples in the prompt (Olsson et 

al., 2022).

WHO DID WHAT

IOI circuit (GPT-2)

“…Mary and John…, John gave a drink to ___”  → “Mary”

The model must pick the name that wasn't the giver. 

Researchers traced the ~26 heads that do it: some find the 

names, some suppress the repeat (John), and 'mover' heads 

copy the leftover name to the output (Wang et al., 2022).

Why it matters: among the first times a human-readable algorithm was fully recovered from a real model. Mechanism proven by switching those 

parts off and watching the skill vanish.
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https://transformer-circuits.pub/2022/in-context-learning-and-induction-heads/index.html
https://transformer-circuits.pub/2022/in-context-learning-and-induction-heads/index.html
https://arxiv.org/pdf/2211.00593


T H E  C E N T R A L  O B S T A C L E

Superposition & polysemanticity

Networks represent more features than they have neurons by packing them as overlapping directions. Result: neurons are 

polysemantic: one neuron fires for many unrelated concepts (Elhage et al., Toy Models of Superposition, 2022.)

Why it happens

Features are sparse, so near-orthogonal 

directions can share dimensions with little 
interference.

Why it hurts

Neurons aren't the right unit. Reading 

them one at a time gives tangled, 
uninterpretable signals.

The fix ahead

Find the true feature directions with 

dictionary learning → SAEs.
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https://transformer-circuits.pub/2022/toy_model/index.html


T H E  E N A B L I N G  A SS U M P T I O N

The linear representation hypothesis

Many high-level concepts are represented as linear directions in activation space, and features combine roughly additively (Park et 

al., 2023.)

Evidence for

word2vec analogies; probes read concepts linearly; steering vectors 

work; SAEs recover monosemantic directions.

Caveats

Not everything is linear. Some features are multi-dimensional or 

circular (e.g., days, months.)

If true, interpretability becomes linear algebra: find the directions, measure, add, ablate. This underwrites probes, SAEs and steering alike.
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https://arxiv.org/pdf/2311.03658
https://arxiv.org/pdf/2311.03658


P A R T  4

Finding the
features

Supervised probes, and unsupervised dictionary learning: SAEs and transcoders.



S U P E R V I SE D

Linear probes

Freeze the model, extract activations, train a simple linear classifier to predict a property (tense, sentiment, truth). If it succeeds, 

that information is linearly present (Alain & Bengio, 2016.)

activations = model(x).detach()          # frozen

probe = LogisticRegression().fit(activations, labels)

acc = probe.score(val_acts, val_labels)

Cheap, quantitative, and layer-by-layer — a map of WHERE and WHEN a concept becomes decodable.
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https://arxiv.org/pdf/1610.01644


S U P E R V I SE D

Linear probes

25

Image from Goldowsky-Dill et al, 2025

https://arxiv.org/pdf/2502.03407
https://arxiv.org/pdf/2502.03407
https://arxiv.org/pdf/2502.03407
https://arxiv.org/pdf/2502.03407
https://arxiv.org/pdf/2502.03407
https://arxiv.org/pdf/2502.03407


R E A D  T H E  F I N E  P R I N T

Probing caveats

Correlation ≠ use

The info being decodable doesn't mean 

the model USES it. Probes are 
correlational; confirm with intervention.

Control tasks

Compare to a random-label control; 

report selectivity, not just accuracy 
(Hewitt & Liang, 2019.)

Amnesic probing

Remove the direction (INLP) and see if 

behaviour changes -> a causal upgrade 
(Ravfogel et al., 2020, Elazar et al., 2020.)

Payoff: probes revealed emergent world models. 

• Example 1: Uncovering internal representations of the board state of GPT when playing the Othello board game (Li et al., 2023.) 

• Example 2: Space and time neuron discovery in LLMs (Gurnee & Tegmark, 2023.)
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https://aclanthology.org/D19-1275/
https://aclanthology.org/2020.acl-main.647/
https://arxiv.org/pdf/2006.00995
https://arxiv.org/abs/2210.13382
https://arxiv.org/abs/2310.02207


U N S U P E R VI S E D

Dictionary learning: the intuition

Probes need you to guess the concept. Dictionary learning asks the opposite: what concepts is the model using? Un-mix 

superposition without labels.

assumption

Each activation is a SPARSE sum of a few concept 

directions drawn from a large dictionary. →

goal

Learn an overcomplete dictionary of directions that are 

individually monosemantic.
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T H E  W O R K H O R SE

Sparse autoencoders (SAEs)

A wide autoencoder trained to reconstruct activations through a sparse, overcomplete hidden layer. Each active hidden unit is a 

candidate monosemantic feature.

f  = ReLU(W_enc · (x - b_dec) + b_enc)     # sparse codes

x^ = W_dec · f + b_dec                     # reconstruction

L  = ||x - x^||^2 + λ||f||_1               # reconstruct + be sparse

Dictionary: rows of W_dec are the feature 

directions.

Tension: reconstruction fidelity vs. 

sparsity (L0).

Result: features far more interpretable 

than neurons.
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F A S T - M O V I N G  2 0 2 4

SAE variants & scaling

Variant Idea Ref

Gated SAE
Decide whether a feature turns on separately from how strong it is, 
so the sparsity penalty stops weakening real features

Rajamanoharan et al., 2024

TopK SAE Just keep the k strongest features per input Gao et al., 2024

JumpReLU SAE
Each feature learns its own on/off threshold: drop noise, keep real 
signals at full strength. Best accuracy-vs-sparsity so far

Rajamanoharan et al., 2024

BatchTopK Enforce sparsity across the batch, not per-token Bussmann et al., 2024

It scales. Scaling Monosemanticity (Templeton et al., 2024) trained SAEs on Claude 3 Sonnet and found millions of features, including the 

famous Golden Gate Bridge feature.
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https://arxiv.org/abs/2404.16014
https://arxiv.org/abs/2404.16014
https://openreview.net/forum?id=tcsZt9ZNKD
https://arxiv.org/pdf/2407.14435
https://arxiv.org/pdf/2407.14435
https://arxiv.org/abs/2412.06410
https://transformer-circuits.pub/2024/scaling-monosemanticity/




Explore other features here

https://transformer-circuits.pub/2024/scaling-monosemanticity/features/index.html?featureId=34M_31164353


F R O M  F E A T U R E S  T O  C I R C U I T S

Transcoders & circuit tracing

An SAE reconstructs one activation. A transcoder learns a sparse map across a component, so its features are wired for circuit analysis 

(Dunefsky et al., 2024.)

Why not just SAEs?

SAE features sit at points; tracing computation through dense MLPs 

is hard. Transcoders replace the MLP with an interpretable sparse 
layer.

Cross-layer transcoders

Read at one layer, write to many. Anthropic's 2025 attribution 

graphs use them to trace end-to-end circuits in a production 
model.

"On the Biology of a Large Language Model" (2025): attribution graphs reveal multi-step reasoning, planning in poems, and multilingual 

features.
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https://arxiv.org/abs/2406.11944
https://transformer-circuits.pub/2025/attribution-graphs/biology.html






R E A L I T Y  C H E C K

Open problems with SAEs

• Feature absorption & splitting. 'True' features get absorbed into 

others or split with dictionary size.
• Dead & ultra-low features. Many latents never fire or resist 

interpretation.

• Evaluation is hard. No ground truth; auto-interp and proxy metrics 

only approximate 'interpretable.'
• Downstream utility. Do SAE features actually beat baselines on 

real tasks? Contested.

SAEs are a powerful lens, not a solved problem. Treat features as hypotheses, then test them causally.
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P A R T  5

Steering &
causality

From reading models to editing them.



P R O O F  B Y  I N T E R V E N T I O N

Causal interpretability

The core move: overwrite an internal activation with one from a different input and measure the effect on the output. If it flips, that 

component is causally responsible.

Activation patching

Swap one component between the two runs. Pinpoints where a 

behaviour lives (Meng et al., 2022.)

Path patching

Patch specific edges to isolate which paths carry the effect (Goldowsky-

Dill et al., 2023.)

Attribution patching

Estimate all those swaps at once with a gradient approximation. Screen 

thousands of components cheaply (Nanda, 2023.)

DAS & causal scrubbing

Given a candidate circuit, stress-test whether it really runs the 

algorithm you claim (Geiger et al., 2023; Chan et al., 2022.)

33

https://arxiv.org/abs/2202.05262
https://arxiv.org/abs/2304.05969
https://arxiv.org/abs/2304.05969
https://arxiv.org/abs/2304.05969
https://www.neelnanda.io/mechanistic-interpretability/attribution-patching
https://arxiv.org/abs/2303.02536
https://www.lesswrong.com/posts/JvZhhzycHu2Yd57RN/causal-scrubbing-a-method-for-rigorously-testing


E D I T I N G  B E H A VI O U R

Activation steering

If a concept is a direction, add it to the residual stream at inference to push behaviour. This is a controllable, training-free intervention.

v = act(prompt_positive) - act(prompt_negative)   # contrast

h_layer <- h_layer + α · v                        # steer

ActAdd / CAA

Contrastive steering vectors from pairs 

(Turner et al., 2023; Rimsky et al., 2023.)

RepE

Representation engineering: read & 

control high-level directions (Zou et al., 
2023.)

SAE feature steering

Clamp or amplify one SAE feature. (Arad 

et al., 2025.)
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https://arxiv.org/abs/2308.10248
https://aclanthology.org/2024.acl-long.828/
https://arxiv.org/abs/2310.01405
https://arxiv.org/abs/2310.01405
https://arxiv.org/pdf/2505.20063
https://arxiv.org/pdf/2505.20063


T H E  T H R O U G H - L I N E

One picture to remember

Classical XAI
where it looks

→ Features
probes, SAEs

→ Circuits
transcoders

→
Causal ablations  & 

interventions
patch & steer

Superposition is why we need dictionary learning; linearity is why directions can be probed, added and ablated.

A feature is a hypothesis; only an intervention makes it a mechanism. Aim for faithfulness, not plausibility.



G O  D E E P E R

Tools & reading list

Libraries

TransformerLens hooks & patching

nnsight access at scale

SAELens train/load SAEs

Neuronpedia explore features

Gemma Scope open SAEs

Learn

ARENA curriculum

Neel Nanda's explainer

Distill Circuits thread

Transformer Circuits

Key papers

Math Framework (2021)

Toy Models of Superposition (2022)

Scaling Monosemanticity (2024)

Biology of an LLM (2025)
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https://github.com/TransformerLensOrg/TransformerLens
https://nnsight.net
https://github.com/jbloomAus/SAELens
https://www.neuronpedia.org
https://www.neuronpedia.org/gemma-scope
https://www.arena.education/chapter1
https://www.neelnanda.io/mechanistic-interpretability/glossary
https://distill.pub/2020/circuits/
https://transformer-circuits.pub
https://transformer-circuits.pub/2021/framework/index.html
https://transformer-circuits.pub/2022/toy_model/index.html
https://transformer-circuits.pub/2024/scaling-monosemanticity/index.html
https://transformer-circuits.pub/2025/attribution-graphs/biology.html


Our research

AIXPERT (GA: 101214389)

• €7.5M international research initiative
• Coordinated by Athena Research Center
• 17 partners across EU and Canada
• Co-Funded by Horizon Europe and the Swiss State 

Secretariat for Education, Research and Innovation 
(SERI)

Computational resources
• EuroHPC allocation at Leonardo Booster (CINECA)
• Project EUHPC_A06_067

• Mission: AI that is smarter, safer and more trustworthy
• Target sectors: 

• Healthcare
• Human resources
• Manufacturing
• Robotics
• Creative industries

https://aixpert-project.eu/




Thank you
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